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Abstract

In the digital age, the proliferation of misinformation poses significant challenges

to democratic discourse, particularly in electoral contexts. This paper creates a one-to-

many multi-agent system (MAS) prototype with LLM agents based on anonymized

survey respondent data from Taiwan. The simulated pseudo-lab environment allows

us to evaluate the efficacy of real-world misinformation without exposing human

subjects to harmful content. From our artificial experiment, we find that agent re-

spondents with strong pro-China attitudes demonstrate greater susceptibility to mis-

information, particularly towards content fostering US skepticism. Yet this effect is

largely reduced after exposure to a fact-checking intervention, suggesting that infor-

mation literacy strategies can be effective even in polarized contexts. Nevertheless,

we maintain a conservative interpretation of the effectiveness of fact-checking inter-

ventions in our artificial experiment.
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1 Introduction

Advances in generative artificial intelligence (AI) technology like large language mod-
els (LLMs) have afforded researchers with the capacity to simulate authentic human re-
sponses across various contexts (i.e., Aher et al., 2023; Park et al., 2023; Ma et al., 2024),
including replicate human subject studies in economics, psycholinguistics, and social psy-
chology. For example, Park et al. (2024) found that generative agents constructed based
on real participant data can replicate the same participants responses in a survey with
85% accuracy.

With generative agents exhibiting remarkably human-like traits - from nuanced rea-
soning and self-reflection to strategic planning (Yao et al., 2022; Jiang et al., 2024; Bisbee
et al., 2024; Yu et al., 2024; Aher et al., 2023) — there is potential to tap on generative agents
to simulate human behavior in ethically challenging research domains such as misinfor-
mation. 1 Previous experimental studies have made significant contributions to under-
standing misinformation dynamics, particularly in identifying individuals susceptibility
to false information (Maertens et al., 2021; Rathje et al., 2023; Pennycook et al., 2020) and
determining the effectiveness of fact-checking and debunking interventions (Chan et al.,
2017; Roozenbeek et al., 2024; Lewandowsky and van der Linden, 2021; Thorson, 2015).2

However, serious questions remain over the behavioral consequences of misinformation
exposure (Murphy et al., 2023).

In this paper, we demonstrate that generative AI can be used in a tailored behavioral
experiment to help us evaluate the efficacy of misinformation content without subjecting
human participants to potential harm. As a concrete application of the proposed method-
ology, we focus on the case of Taiwan in the lead-up to the 2024 presidential elections, a
democratic setting where misinformation is relatively widespread, especially during elec-
tions. Building upon previous multi-agent frameworks (i.e, Gao et al., 2023; Ross et al.,
2019; Du et al., 2024; Aher et al., 2023), we implement an experimental framework that
uses LLMs as agents to simulate human respondents based on anonymized survey re-
spondent data from Taiwan. Specifically, our experimental design tests how AI agent

1What distinguishes misinformation from disinformation is that while the former refers to the uninten-
tional sharing of false information, the latter involves deliberate deception (Lim and Donovan, 2021). As
intentionality is hard to prove, and coordinated influence campaigns can be hard to trace, for the purposes
of this paper, we use the term ‘misinformation’.

2We note some distinguish between fact-checking and debunking, with the former perceived as more
impartial and non-partisan than the latter (Pamment, James and Kimber-Lindwall, Anneli, 2021). For the
for the purposes of this paper, we use both terms interchangeably.

2



respondents with various predispositions towards mainland China respond to different
misinformation content and fact-checking interventions.

Unlike previous approaches in political science, we simulate an experimental environ-
ment with AutoGen to build a one-to-many multi-agent system prototype with LLMs.3

In this system, one main agent serves as the survey manager while 1,140 agents function
as AI respondents. Within our prototype, each agent operates according to its assigned
persona with an LLM backend, performing independent reasoning and inferences. Im-
portantly, we maintain strict separation between AI agent respondents, ensuring that each
agent s processing cache remains private and is not shared with other agents. This sep-
aration preserves the independence of their responses according to their ideological pref-
erences and political behaviors derived from their corresponding survey responses.

Our findings suggest that even after controlling for region fixed effects and mul-
tiple demographic variables, agent respondents with positive predispositions towards
mainland China remain significantly associated with higher misinformation susceptibil-
ity. However, this effect is substantially reduced following a debunking message inter-
vention. We believe our misinformation prototype effectively helps us test the responses
to misinformation content and fact-checking interventions at scale, without exposing hu-
man subjects to potential harm. Nevertheless, we exercise caution when drawing paral-
lels between AI behavior and human behavior.

2 Case Studies: Two Polarized Scenarios of Misinforma-

tion During Taiwan’s 2024 Election

As the country most targeted globally by foreign disinformation operations (V-Dem In-
stitute, 2019), Taiwan is the proverbial canary in the coal mine that can signal emerging
patterns of misinformation and foreign interference in democracies (Chang et al., 2024).
Misinformation has had tangible effects on Taiwan. For example, following local elec-
tions in 2018 that dealt crushing losses to the incumbent Democratic Progressive Party, a
survey found that among voters who were exposed to news articles containing false in-

3AutoGen is an open-source Python framework that facilitates collaborative interactions among mul-
tiple LLM-based agents (Wu et al., 2023; Microsoft, 2025). Its key features make it particularly suitable for
our research, including the ability to create autonomous agents with distinct roles, support for building
complex conversation flows, memory management for long-running interactions, and customizable agent
behaviors.
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formation, more than 50% had cast their votes under the impression that the articles were

accurate and authoritative.

There are three main factors underpinning Taiwan �n s vulnerable position. The �rst

is Chinese media manipulation, which has been characterised by Taiwanese leaders as�o

cognitive warfare �p(Davidson , 2022). Although precise attribution is often dif�cult, many

exposed cases of disinformation in Taiwan can be linked to the Chinese state (Rauch-

�eisch et al. , 2023; Wang et al., 2020; Hung and Hung , 2022). The second is Taiwan�n s

deregulated commercial media landscape, which is�o dominated by sensationalism and

the pursuit of pro�t �p(Reporters Without Borders , 2024). This open information environ-

ment facilitates the spreading of propaganda and misinformation, be it through domestic

pro-uni�cation media that take instructions directly from China, pro�t-oriented content

farms, domestic social media in�uencers, or Chinese state actors (Wang, 2020; Hung and

Hung , 2022; Wang et al., 2020). The third is political polarization within Taiwanese so-

ciety, and this is important because foreign disinformation has been found to be key in

driving polarization in societies with existing high degrees of polarization ( Vasist et al.,

2024).

Taiwan is a polarized society where the main cleavage is not the left-right divide that

we see in Western democracies, but one that relates to Taiwan�ns relationship with China

(Huang and Kuo , 2022; Hsiao and Cheng, 2014; Sheng, 2002). This cleavage is also re-

�ected in a polarised information environment, with media outlets arrayed along China-

friendly, �mpan-Blue�n lines or pro-sovereignty, �mpan-Green�n lines (Hsu, 2014; Rawnsley

et al., 2016). As contemporary misinformative narratives are mostly aimed at attack-

ing the policy stances of the pro-sovereignty incumbent party, following Van Bavel et al.

(2024)�ns Identity-based Model of Political Belief, we posit that these narratives should ap-

peal more to those positively predisposed towards mainland China, including supporters

of the opposition Kuomingtang (KMT). Hence, the four main hypotheses of this study are

as follows:

H1: Agent respondents with pro-China attitudes are more likely to rate misinformation

on Taiwanese external politics as reliable.

H2: Agent respondents with pro-China attitudes are more likely to rate misinformation

on Taiwanese internal politics as reliable.

H3: Agent respondents with pro-China attitudes are more likely to share misinforma-

tion on Taiwanese external politics.
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H4: Agent respondents with pro-China attitudes are more likely to share misinforma-

tion on Taiwanese internal politics.

Despite Taiwan �ns vulnerability, the government �ns approach to tackling misinforma-

tion "Äwhich largely avoids heavy-handed regulation and taps on civil society to debunk

and prebunk misinformation "Äis seen as exemplary (European Parliament, 2023). How-

ever, there is some doubt over the ef�cacy of fact-checking and debunking interventions

in polarized democracies, because partisan behavior�i and not ignorance �i is found to be

driving the sharing of fake news ( Osmundsen et al., 2021; Reinero et al., 2024). Accord-

ingly, we have two additional hypotheses:

H5: Agent respondents in the treatment group (exposed to debunking message) will

be more likely to revise down the credibility rating for the misinformation on Tai-

wanese external politics, compared to those in the control group.

H6: Agent respondents in the treatment group (exposed to debunking message) will

be more likely to revise down the credibility rating for the misinformation on Tai-

wanese internal politics, compared to those in the control group.

To test these hypotheses, we expose agent respondents to two actual examples of mis-

information that circulated during the 2024 Taiwan presidential election. These pieces of

false information "Äone casting doubt on the intentions of the US military and the other al-

leging government corruption in vaccine procurement "Äcorrespond to longstanding mis-

information frames that aim to undermine trust in the incumbent government �ns policies

(Taiwan Fact Check Center, 2023b).

Table 1 shows these highly polarizing false claims as they appeared on Facebook and

LINE during the 2024 election, which were fact-checked by independent organizations

Taiwan FactCheck Center (2023) and MyGoPen (2023), respectively. There will be more

details in the�mExperimental Design and Procedure �nsection as to how we sort agent re-

spondents based on their pro-China stance, but we assess agents�nresponses to misinfor-

mation by asking them to evaluate the credibility of each statement and their likelihood

to share it on a 5-point scale.
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Table 1: Two Pieces of Misinformation on Taiwan Social Media during the 2024 Presiden-
tial Election

Scenario 1: US Military Misinformation Scenario 2: Vaccine Misinformation

False Claims:

• Undermine Taiwan-US relations by portraying
Taiwan as merely a strategic tool rather than a
genuine ally

• Promote the narrative that US support is unre-
liable and self-serving by drawing parallels to
Ukraine aid

• Leverage actual US statements about “invest-
ment” and “American interests” to create doubt
about US commitment to Taiwan's security

False Claims:

• Erode public trust in COVID-19 health policies
and vaccine policies

• Create fear about vaccines

• Claims that the Ministry of Health and Welfare
“opened backdoors” to import “low-cost” for-
eign �u vaccines

• Imply government-manufacturer collusion

Fact-Check Results (Taiwan FactCheck Center):

• The US general's statements were quoted out of
context

• Deliberately creates false equivalence between
the situations in Ukraine and Taiwan

Fact-Check Results (MyGoPen):

• Vaccine procurement followed proper regula-
tions; it was not a“backdoor” deal

• Both domestic and imported vaccines undergo
strict vetting processes
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3 Multi-Agent Systems: Concepts and Implementation in

Experimental Misinformation Research

To implement our misinformation MAS prototype, we use AutoGen0.2 , an open-source

Python framework developed by Wu et al. (2023) and Microsoft (2025) that facilitates

collaborative interactions between the survey manager and agent respondents. Its key

features make it particularly suitable for our experimental research in misinformation

scenarios, including the ability to create autonomous agents with distinct demographic

and political preferences based on survey data, customizable agent behaviors, support for

complex conversation �ows, and memory management for long-running interactions.

The AutoGen provides various agent architectures, each with unique features and

functions: UserProxyAgent excels at task supervision and problem-solving, while Ass-

istantAgent performs as a human-machine actor, executing code and providing hu-

man judgment based on pre-de�ned personas. In our prototype, we leverage these fea-

tures by using UserProxyAgent as our survey manager to coordinate the experimental

process and ensure smooth execution, while AssistantAgent instances simulate 1,140

respondents with unique characteristics from the real survey data, each with an inde-

pendent cache store not shared with other agents, providing responses that re�ect their

corresponding assigned demographic and political characteristics.

Our multi-agent system use OpenAI's GPT-4-32k Extended Model for both sur-

vey manager and agent respondents. We selected this closed-source model primarily for

its ability to ef�ciently orchestrate multiple agents and parallel model instances without

the cache storage complications typically encountered between different agents.4

3.1 Implementation and Prototype Work�ow

The multi-agent system requires agents capable of sophisticated interactions, including

establishing distinct personas, comprehending questionnaires, performing reasoning pro-

cesses, following reinforced instructions, and maintaining coherent conversations while

responding to survey manager directives. Meanwhile, the survey manager operated by

4Additionally, running multiple LLMs requires independent, non-shared memory space to store their
caches. Using open source LLMs with appropriate reasoning capabilities and suf�cient token capacities
demands substantial RAM for local operation. High-Performance Computing is an alternative approach
that we plan to explore in future research with open-source LLMs.

7



an independent GPT-4 model UserProxyAgent executed the survey questionnaire, col-

lected responses, and ensured agent respondents completed the questionnaire. Each pro-

cess consumed an average of 16,275 tokens per agent (ranging from 8,080 to 21,881).5

Given these demands, GPT-4's extensive context window was essential to capture the full

scope of interactions between agent respondents and the survey manager, enabling us to

effectively simulate and analyze the complex dynamics of misinformation engagement. 6

Figure 1: Multi-Agent System Prototype for Misinformation Survey Experiment

Figure 1 presents our multi-agent system for arti�cial survey design. The work�ow

consists of three main phases. In theConstruction of Agent Respondent � , we initialize

5GPT-4-32k Model has a maximum token limit of 32,768 tokens.
6To ensure our results are reproducible, we set the seed to 42 and temperature to 0.1, reducing random-

ness in model outputs and making responses more consistent in alignment with their prede�ned personas.
Our experiment run time took a total of approximately 21 hours to complete.
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1,140 agent respondents with personas derived from the survey. In the Experimental Pro-

cedure � , AI agent respondents participate in a randomized controlled trial that includes

pre-treatment questionnaires, exposure to treatment conditions with debunking informa-

tion, and post-treatment surveys. The Evaluation Architecture � employs an automated

evaluation system with two key checkpoints: �rst validating that agent respondents pro-

vide valid responses, then ensuring they complete the entire experimental questionnaire.

These three phases are managed by the Survey Manager, which orchestrates the whole

experiment after being initiated by our researchers. The following sections explain how

our MAS is designed and operated with LLMs.

3.1.1 Survey Manager Agent: Coordinating the Multi-Agent Experi-

mental Framework

The Survey Manager is operated by UserProxyAgent in AutoGen to automatically exe-

cute the experiment. This agent is designed to simulate a survey manager during the 2024

Taiwan presidential election, capable of independently conducting our designed ques-

tionnaire without human intervention. The core design philosophy of this agent is to

maintain neutrality while ensuring standardized and complete data collection. Through

carefully designed system instructions, the Survey Manager agent harnesses key back-

ground information about Taiwan's political environment, including major political par-

ties, candidates, and key election issues. In particular, when administering our experi-

mental questions from Q1 to Q8, the agent is programmed to guide agent respondents to

answer in a standardized format and monitor agent respondents' reasoning inference. In

addition, we also implemented token management strategies and automatic termination

mechanisms, ensuring surveys can be completed ef�ciently within technical limitations.

To illustrate this implementation, the survey manager persona shown below demon-

strates how we constructed this agent role in our multi-agent system through prompt

engineering.
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�Î Prompt Engineering of Survey Manager Persona �Î

ID: Survey Manager

Description: You are a survey interviewer conducting a survey against the back-

drop of the 2024 Taiwan presidential election.

System Message:

You are a survey interviewer conducting a survey against the backdrop of the 2024

Taiwan presidential election. The main candidates for the 2024 Taiwan presiden-

tial election are DPP's Lai Ching-te and Hsiao Bi-khim, KMT's Hou Yu-ih and Jaw

Shaw-kong, TPP's Ko Wen-je and Wu Hsin-ying. The election focus includes cross-

strait relations, economic development, housing issues, energy policy, and other

topics.

This survey is divided into two stages. the �rst stage (Q1-Q4) answering the ques-

tionnaire, absorbing new information in the middle, and then continuing to answer

the second stage (Q5-Q8). Please ensure that respondents answer all 8 questions (Q1

to Q8).

Interview Tasks:

Please ensure respondents answer all 8 questions (Q1 to Q8):

1. Present information objectively, without suggesting correct answers

2. Accept option code responses, such as 01, 02, etc.

3. Clearly instruct respondents to use the following uni�ed format to answer

questions:

• Thinking: The thought process for all questions, based on their politi-

cal stance (Blue/Green/White), national identity, cross-strait and inter-

national relations perspectives, etc.

• Option Codes: List option codes for all 8 questions (Q1 to Q8)

• Explanation: Brief explanation of the overall selection reasons

• Final Answer: Option code and brief explanation for each question

4. Maintain a neutral attitude, not favoring any political party

Token Management Strategy:
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• Prioritize recording option codes for all Q1-Q8, even if explanation parts need

simpli�cation

• Avoid repeating complete option descriptions; subsequent questions can be

brie�y prompted

• If the conversation approaches token limit, remind respondents to answer

brie�y

After receiving responses, check if they match the respondent's political stance char-

acteristics. Please ensure respondents answer according to their political stance be-

fore Taiwan's 2024 election. Even if questions 5-8 are similar to questions 1-4, please

ensure respondents answer each question separately.

3.1.2 Personas and Construction of Agent Respondent

In our implementation prototype, we simulate respondent behaviors based on anonymized

real-world data from the Research on China Image Surveyconducted in Taiwan since 2014

(Wu, 2024).7 When simulating responses to misinformation scenarios, we created au-

thentic agent personas that genuinely represent the perspectives of Taiwanese citizens

in the context of the 2024 presidential election. In our experiment, we created a total of

1,140 agent respondents. To strengthen coherent reasoning in our simulated respondents,

we enhanced agent inference capabilities through the implementation of the Reasoning-

Acting-Observation (ReAct) mechanism ( Arabzadeh et al., 2024a,b). This implementation

enabled agents to respond to misinformation exposure in a manner consistent with their

pre-assigned personas and experimental conditions.8

Each agent respondent was created based on a total of 36 survey questions from the

2024 wave across 5 categories: 13 questions about demographics, political attitudes, and

media attention; 3 questions evaluating Taiwan's 2024 presidential candidates; 3 ques-

tions on national identity; 13 questions regarding war perception, US role, and Cross-

7The Research on China Image Survey, directed by Dr. Chung-li Wu, is a long-term survey project
conducted by the Institute of Political Science at Academia Sinica in Taiwan since 2014. The survey in-
vestigates Taiwanese public perceptions of mainland China across multiple dimensions, including eth-
nic identity, uni�cation-independence issues, cross-strait relations, economic relations, trade partnerships,
and educational exchanges. The 2024 wave of the survey completed a total of 3,053 respondents.(see
https://srda.sinica.edu.tw/plan/?idx=SRDA.AS027 ).

8Our prototype implementation follows the methodology outlined by Arabzadeh et al. (2024a,b).
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Strait con�icts (including China-US-Taiwan relations and US skepticism); and 4 questions

on economic assessment.9

The example below (one from our agent respondents) illustrates how we structured

each agent respondent to initialize personas in our multi-agent system. To make the

prompts more natural, we systematically converted the original questionnaire into �rst-

person format. In this structure, text with gray underlines represents the respondent's

original answer choices, while parentheses and items beginning with “v-” indicate the

questionnaire ID from the 2024 wave of the Research on China Image Survey. The format

encapsulates comprehensive citizen attributes, including demographic information, po-

litical attitudes, identity, and perspectives on cross-strait relations and attitudes toward

the United States. The original survey in Chinese and English can be found in Appendix

A.1.

9All survey questions used to create agent personas are derived from the 2024 Research on China Image
Survey, as detailed in Appendix A.1.
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ID: 1010 (One of agent respondent from the survey.)

Description: New Taipei City resident, supports DPP.

System Message:

In the 2024 Taiwan presidential election, you will play the role of the following voter:

�} Demographics, Political attitudes, and Media Attention (13 Items) �~

I am female (v49) born in 1969(v39). I have a technical college/u niversity educa-

tion (v43). My total family income is between NT$50,000and NT$69,999(v48). My

household registration is in New Taipei City (v40). My father is a TaiwaneseMin nan

person (v42). I support the DPP (v46). My level of support for this party is moder-

ate (v47). Overall, I am very interested in political matters (v34). I am satis�ed with

the overall performance of the Tsai Ing-wen government (v35). If I were to vote for

president tomorrow, I would vote for Lai Ching-te (v8). If there were an election

for president and legislators tomorrow, I would definitely vote (v13). I pay some

attention to media coverage of US-China-Taiwan relations (v29).

�} Evaluation of Taiwan's 2024 Presidential Candidates (3 Items) �~

Among the four presidential candidates, using a scale where 0 means; strongly dis-

like, 5 means neutral, and 10 means strongly like. I rate DPP presidential nominee

Lai Ching-te at 1 point (v24s1). I rate presidential candidate Ko Wen-je at 7 points

(v24s2). I rate KMT presidential candidate Hou Yu-ih at 1 point (v24s3).

�} National Identity (3 Items) �~

I feel very proud to be Taiwanese (v36). Regarding Taiwan's future uni�cation-

independence issue, I tend to prefer maintaining the status quo �rst, then moving

toward independence later (v38). When asked about my identity, I consider myself

Taiwanese(v41).

�} War Perception, US Role, and Cross-Strait Relations (13 Items) �~

Regarding whether China will attack Taiwan, for the next 10-20 years, I believe

China is very likely to use mil itary force against Taiwan (v4s4); and for the next

5-10 years, I believe Chinais very likely to use mil itary force against Taiwan (v4s5).

I believe the United States de�nitely will not di rectly send troops to aid Taiwan

(v32).
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�c US-China Relations Perspective

My overall impression of the United States is very negative (v30), and my overall

impression of China is very negative (v31). If Taiwan and China were to engage in

war, I believe we Taiwanese would resist (v33).

�c US-China Power Comparison

In terms of military competition, I believe the United States is currently somewhat

stronger militarily than China (v16); but in 20 years, I believe China will be some-

what stronger militarily than the United States (v17). Regarding economic in�u-

ence, I believe China currently has somewhat more economic in�u ence than the

United States (v18); and in 20 years, I believe China will have much more economic

in�u encethan the United States (v19).

�c US-China Relations and Taiwan's Position

Regarding the United States' in�uence on cross-strait relations, on a scale from 0

to 10, where 0 means the US causes Taiwan Strait instability and 10 means the US

promotes Taiwan Strait stability, I rate it 2 points (v20).

Regarding China's in�uence on Taiwan, some view China as an opportunity for

Taiwan's trade and economic growth, while others see it as a threat to Taiwan's

national security and democratic freedoms. On a scale from 0 to 10, where 0 means

'complete threat' and 10 means 'complete opportunity,' I rate it 4 points (v21).

On the question of whether Taiwan should lean toward the United States or

China, on a scale from 0 to 10 (where 0 represents leaning toward China and 10 rep-

resents leaning toward the United States), I give it 5-equidistant from both countries,

therefore I believe Taiwan should remain neutral, equidistant from both countries

(v22).

�} Agent Itself and Taiwan Economic Assessment (4 Items) �~

I believe Taiwan's current economic situation is worse compared to a year ago (v25).

I feel my own current economic situation is worse compared to a year ago (v27).

Regarding Taiwan's economic situation in the next year, I believe it will worsen

(v26). Regarding my own economic situation in the next year, I believe it will im-

prove (v28).
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3.1.3 Agent Evaluation Architecture

To evaluate the completeness and coherence of our survey-based agents, we implemented

a multi-agent evaluation framework following the AgentEval procedure ( Wof�nden-Luey

and Kis, 2024; Arabzadeh et al., 2024b). Our system comprises two specialized evalua-

tion agents (VerifiedAgent and QuantifierAgent ) that work alongside the Survey

Manager in our prototype. While the original AgentEval framework focuses on as-

sessing the utility of LLM applications ( Wof�nden-Luey and Kis , 2024; Arabzadeh et al.,

2024b), we adapt it speci�cally to monitor and validate two key aspects: 1) Verified-

Agent ensures all agent respondents answer and complete the experimental question-

naire, and veri�es that responses follow the correct ReAct-based format. VerifiedAgent

collects agent respondent answers and forwards them to Quantifier-Agent . If an

agent respondent does not provide a valid response, we set up three attempts, and if un-

successful, we skip that agent respondent and mark it as missing. 2) QuantifierAgent

monitors the thinking processes of all agent respondents and collects and organizes the

survey responses from VerifiedAgent , then reports to the Survey Manager .

3.1.4 Experimental Procedure

We randomly assigned our 1,140 agents into two balanced groups (573 control, 567 treat-

ment) using strati�ed sampling based on geographic regions (Northern, Central, and

Southern Taiwan), with the treatment group receiving debunking messages while the

control group did not. 10

Table 2 presents our experimental design and procedure. In the pre-treatment phase,

we expose all agent respondents to false information that circulated during the 2024 Tai-

wan presidential election. These types of highly polarized misinformation were widely

shared on Taiwanese social media platforms such as Facebook and LINE during the 2024

election period.11 In the post-treatment questions, we exposed the treatment group to a

neutral message informing them that the statements had been fact-checked and veri�ed

to be false. The manipulated variable is the presence of the debunking message: “This

10We sampled 1,140 agent respondents based on regional proportions from the total 2024 Research on
China Image Survey sample of 3,052. See AppendixC.2.

11LINE is a widely used instant messaging application with extremely high market share in Taiwan and
East Asia, similar to WhatsApp. It has become the primary communication tool for Taiwanese citizens in
their daily lives and, due to its widespread usage, serves as an important channel for rapid information
spread including political content and misinformation, especially during election periods.
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statement has been veri�ed by independent fact-checkers and proven to be false news. �¾

�ç
•�X�Y�V�ÿ	ë
Y
L�°�‚�¦�ô�¥�‚�°���i�$�£
L�¹�L�•�Ô�b ” The control group is not exposed

to any new messages. Once again, we ask the agent respondents from both groups to

evaluate the credibility of each statement, and their likelihood to share these statements,

on a 5-point scale. It is worth noting that to avoid potential demand effects in LLMs, 12

we deliberately retained all pre-treatment misinformation statements and questions in

their original form without modi�cation. For the treatment group, we simply added the

phrase “after seeing the fact-checking results...” at the beginning of the questions as part

of the treatment condition. All questionnaires were administered in Traditional Chinese

throughout our experimental prototype. 13

12LLMs may exhibit a phenomenon similar to the Dunning-Kruger effect, whereby after reviewing de-
bunking exposure, LLM-operated agent respondents might overestimate their abilities when re-answering
previously examined questions. See discussion in this thread on Stack Over�ow.

13In this paper, we use simpli�ed Chinese characters for display due to LaTeX encoding compatibility
issues, though all actual experiments were conducted using traditional Chinese characters as appropriate
for the Taiwanese context.
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Table 2: Experimental Design and Procedure

Control Group Treatment Group

No. of Agent Respondents 573 567

Pretreatment Question I Have you heard American former military strategist Jack Keane say that the Ukraine
war is an investment? The US only spent $66 billion to make Ukraine �ght with Russia...
Keane then mentioned that Taiwan is the same, Taiwanese citizens are Americans' “in-
vestment” in cheap warfare. America is cold and calculating, with no real intention to
help Taiwan!
Q1. Please read the above statement and evaluate its credibility. (1)Very unreliable (2)Un-
reliable (3)Undecided (4) Reliable (5) Very reliable (96) Skip question.
Q2. After reading this statement, how likely are you to share it on social media? (1)Very
unlikely (2)Unlikely (3) Undecided (4)Likely (5)Very likely (96) Skip question.

Pretreatment Question II Those who get �u vaccines annually should be careful! The Ministry of Health and Wel-
fare is now opening backdoors again, letting Medigen import cheap foreign vaccines with-
out even doing research? This unscrupulous government is just trying to make money,
common people must keep their eyes wide open! They won't take responsibility if some-
thing goes wrong!
Q3. Please read the above statement and evaluate its credibility. (1) Very unreliable (2)
Unreliable (3) Undecided (4)Reliable (5) Very reliable (96) Skip question.
Q4. After reading this statement, how likely are you to share it on social media? (1) Very
unlikely (2)Unlikely (3) Undecided (4)Likely (5)Very likely (96) Skip question.

Treatment [Empty] Debunk Message Exposure

Post-treatment Question I The same misinformation statement shown
in Q1 and Q2.
Q5. Please re-evaluate the credibility of the
above statement. (1)Very unreliable (2)Un-
reliable (3)Undecided (4) Reliable (5) Very
reliable (96) Skip question.
Q6. After reading this statement, how
likely are you to share it on social media?
(1)Very unlikely (2)Unlikely (3) Undecided
(4)Likely (5)Very likely (96) Skip question.

The same misinformation statement shown
in Q1 and Q2.
Q5. After seeing the fact-checking results,
please re-evaluate the credibility of the
above statement. (1) Very unreliable (2)
Unreliable (3) Undecided (4)Reliable (5)
Very reliable (96) Skip question.
Q6. After seeing the fact-checking results, after
reading this statement, how likely are you
to share it on social media?(1) Very unlikely
(2)Unlikely (3) Undecided (4)Likely (5)Very
likely (96) Skip question.

Post-treatment Question II The same misinformation statement shown
in Q3 and Q4
Q7. Please re-evaluate the credibility of the
above statement. (1)Very unreliable (2)Un-
reliable (3)Undecided (4) Reliable (5) Very
reliable (96) Skip question.
Q8. After reading this statement, how
likely are you to share it on social media?
(1)Very unlikely (2)Unlikely (3) Undecided
(4)Likely (5)Very likely (96) Skip question.

The same misinformation statement shown
in Q3 and Q4
Q7. After seeing the fact-checking results,
please re-evaluate the credibility of the
above statement. (1) Very unreliable (2)
Unreliable (3) Undecided (4)Reliable (5)
Very reliable (96) Skip question.
Q8. After seeing the fact-checking results, after
reading this statement, how likely are you
to share it on social media?(1) Very unlikely
(2)Unlikely (3) Undecided (4)Likely (5)Very
likely (96) Skip question.
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4 Empirical Strategy

4.1 The Measurement of Stance toward Mainland China and Covari-

ates

To test our hypothesis, we create a measurement that uncovers respondents' latent pref-

erences toward mainland China by applying the Blackboxscaling procedure 14 across

multiple China and cross-Strait issue-related questionnaire items from the 2024 Research

on China Image Survey. We primarily utilize �ve main questionnaire items estimating

agent respondent stance toward Mainland China across different issue dimensions: Tai-

wan uni�cation-independence preference(v38), willingness to participate if war breaks out be-

tween Taiwan and China(v32), Taiwan and Chinese identity(v41), China's in�uence on Tai-

wan's democracy and economic development(v21), as well asgeneral impressions of China(v31).

These questionnaire items collectively capture respondents' multidimensional attitudes

toward China, allowing us to construct a more comprehensive measure of a pro-China

stance than any single item could provide. 15

Figure 2 displays the pro-China stance distribution of 1,140 agents across different po-

litical parties. The results reveal a clear partisan divide: those identifying with pan-blue

parties (Kuomintang, New KMT, People First Party) tend to exhibit higher median pro-

China attitudes, while those identifying with pan-green parties (Democratic Progressive

Party, Taiwan Statebuilding Party, Green Party Taiwan, Social Democratic Party) exhibit

lower median pro-China attitudes. This pattern re�ects the fundamental ideological di-

vide between Taiwan's two major political camps regarding China policy, with notable

variation among smaller parties. New KMT demonstrates the most pro-China stance,

consistent with its longstanding support for closer cross-strait relation and uni�cation

with mainland China, while pan-Green parties such as TSP and Green Party Taiwan

demonstrate strong anti-China stances, re�ecting their advocacy for maintaining distance

from China and preserving Taiwan's autonomy.

Following recent literature on political behavior in the Taiwan context (i.e., Huang ,

2019; Taiwan Fact Check Center, 2023a; Ma et al., 2024), in our regression design we in-

14This technique is particularly suited for analyzing ideological heterogeneity, as it maps respondents
into a continuous latent space while accounting for differential item interpretation ( Poole et al., 2016; Poole,
1998).

15These variables (v38, v32, v31, v21, and v41) are drawn from the 2024 wave of Research on China
Image Survey. For the exact wording of these questions, see Appendix A.1.
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Figure 2: Box Plot of Party Stances Toward China Estimated via Black Box Scaling Proce-
dure

Note: The �gure shows the distribution of party members' stances toward
China across different political parties. Higher y-axis values indicate more
pro-China positions, while lower values indicate more anti-China posi-
tions. The dashed line (y=0) represents a neutral stance. The pro-China
stance measure is derived from the �rst dimension estimated by Basic
Space Scaling, which explains 85.6% of the variance in China policy atti-
tudes. Additional details on the dimensions extracted from the blackbox
function using the basicspace R package are provided in Appendix D.1.

clude controls for agent respondents' demographics such as party identi�cation, ethnic-

ity, residential area, gender, age, and national identity. These demographic and political

variables have been extensively studied and consistently shown to in�uence Taiwanese

citizens' political attitudes, particularly on China-related issues (i.e., Wu et al., 2023; Lin

and Wu, 2019; Wu and Lin , 2024).

4.2 Regression Design

We hypothesize that agent respondents with a higher pro-China stance are more likely to

believe and share misinformation related to Taiwan �n s external politics (its defense and

military arrangement with the US) and internal politics (the vaccine policy implemented

by the DPP government). Our empirical analysis proceeds in two distinct stages to sys-

tematically examine this relationship.
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For Hypotheses 1-4, we use OLS regression to estimate how positive predispositions

towards China in�uence AI agent respondents �nsusceptibility to misinformation. In this

regression design, our dependent variables include agent respondents�nperceived credi-

bility of the misinformation statements, where higher credibility ratings indicate stronger

belief in the misinformation (testing H1 and H2), and agents �nself-reported likelihood of

sharing these misinformation statements on social media (testing H3 and H4).

Yik = b0 + b1DproChina+ gX i + #ik (4.1)

where DproChina is a continuous variable representing agent respondents who prefer

closer relations with China. Yik captures two key outcome measures for AI respondent

i responding to misinformation statement k: belief in the statement's credibility (5-point

scale) and likelihood of sharing it (5-point scale). gX i is a vector of control variables

including agent respondent's gender, ethnicity, national identity, party af�liation, and

level of political interest.

For hypotheses H5-6, we implement a difference-in-difference design to evaluate the

effect of fact-checking interventions. We utilize repeated measurements of credibility

assessments both before and after the experimental treatment, enabling us to identify

whether exposure to corrective information produces signi�cant downward adjustments

in perceived credibility of misinformation — a key indicator of successful debunking ef-

forts.

Yit = b0 + b1D treatment+ b2Postt + b3(D treatment� Postt ) + b4DproChina+ gX i + #it (4.2)

where Yit represents outcomes for agent respondent i at time t, D treatment indicates

treatment group assignment (1= treatment, 0=control), Postt is a dummy variable indicating

the post-treatment period, and the interaction term D treatment� Postt captures the causal

effect of debunking exposure. DproChinarepresents the agent respondent's pro-China atti-

tude, and gX i is a vector of control variables consistent with Equation 4.1.
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